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Abstract:

Purpose: This study analyses OHS hazards and develops machine learning models to predict
injury severity in PKD/NACE division 25 (manufacture of fabricated metal products). Using
advanced predictive modelling, it provides practical OHS management recommendations
while systematically addressing the challenges of highly unbalanced administrative datasets.

Design/Methodology/Approach: The two-stage approach combines macro-level accident
trend analysis with predictive modelling on a disaggregated ten-year dataset (28,082
records). Three Random Forest models were created and optimized using grid search and
10-fold cross-validation. Finally, Explainable Al (XAl) with a global surrogate tree extracted
transparent decision rules.

Findings: Macro-level analysis showed a persistent rise in incident severity despite
declining overall accident frequencies. At the micro-level, standard classification algorithms
suffered from the accuracy paradox due to unbalanced data. Combining the Random Forest
algorithm with the SMOTEN method provided an optimal balance between sensitivity and
specificity, with casualty age, material factor as injury source, and the activity performed at
the time of the accident proving to be the dominant predictors of severe injuries.

Practical Implications: The feature importance ranking and XAI surrogate tree provide
safety decision-makers with clear, interpretable guidelines. Recommendations include
shifting older, experienced workers from heavy, dynamic machinery operation to activities
involving hand tools to reduce exposure to age-related injuries. Furthermore, targeted
training and active safety measures should be intensified for younger workers operating
dynamic machinery and moving structures.

Originality/Value: This study bridges an essential gap in the literature by applying advanced
ensemble learning and XAI techniques to a large, raw national dataset from the metal
manufacturing sector. It represents an innovative, data-driven study designed to support
proactive OHS management.
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XAI Risk mitigation.
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1. Introduction

Occupational accidents remain a persistent and crucial socio-economic issue. Any
such incident can be defined as a suddenly occurring event caused by an external
factor leading to injury or death that occurred in relation to work being carried out
(Journal of Laws of 2002, no. 199, item 1673, as amended). For instance, in just
2024, 67,000 people were injured in occupational accidents in Poland — of whom
459 were seriously injured and 250 died (Statistics Poland, Gdansk Statistical
Office, 2025). In a dynamic business landscape, effective Occupational Health and
Safety (OHS) management is increasingly vital for modern enterprises.

While every business activity carries some inherent risks, the human and financial
consequences of accidents at work — including profound physical and psychological
suffering, as well as production line disruptions, machinery damage and legal
liabilities — require proactive, systemic strategies (Battaglia, Frey, and Passetti,
2014).

Employers have a fundamental obligation to ensure safe and healthy working
conditions (Journal of Laws of 1974, no. 24, item 141, as amended); however, even
robust safety management systems can fail in cases of organisational oversights or
the unpredictability of human errors (Ren, Terwel, and van Gelder, 2024). Bridging
the gap between theoretical OHS regulations and practical accident prevention
requires advanced analytical tools capable of extracting hidden patterns from
historical records.

In this article, the research focuses on occupational accidents occurring in the
manufacturing sector relating to the manufacture of fabricated metal products,
except machinery and equipment. This corresponds to division 25 of section C of the
Polish Classification of Activities (PKD in version 2007) which is consistent with
the European Union’s NACE Rev. 2 classification (Journal of Laws of 2007, no.
251, item 1885, as amended; Official Journal of the European Union, 2006, L 393, p.
1, as amended).

The nature of work in this chosen sector involves constant interaction with heavy
machinery, high temperatures, and sharp materials, which means that the
consequences of accidents can be serious and economically costly. In particular, this
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involves the manufacture of products made wholly of metal (i.e. parts, containers,
structures) which are generally static and immovable, as well as the manufacture of
weapons and ammunition (Journal of Laws of 2007, no. 251, item 1885, as
amended). As a key driver of the national economy, this stable but high-risk
manufacturing sector has one of the highest rates of workplace accidents (Omole,
2026; Pajecki, 2020).

Considering that understanding the real complexity of occupational accidents on a
macro scale is much more complicated than what can be concluded from individual
post-accident investigations or typical statistical summaries, the study was
conducted using a two-pronged approach.

The aim of this research is to provide added value to the rather limited knowledge
about occupational accidents in the selected division. Accordingly, the main
objectives and key scientific contributions of this research involve:

» presenting the overall scale of OHS risks in manufacturing enterprises
belonging to division 25 of section C (according to PKD/NACE) at national
level, using generally accessible macro-data,

» identifying the specific nature of risks in these enterprises within the selected
division at national level, using individual, anonymous raw data gathered
over a ten-year period, and developing a machine learning model to predict
casualty injury severity in order to uncover actionable safety insights.

Ultimately, the findings are intended to support safety decision-makers in designing
more effective, data-driven preventative measures. Consequently, this research
contributes to both theoretical knowledge and practical applications in occupational
risk management. It is expected that the results of this study will help improve safety
in the considered sector, and that the outcomes will be useful for employers and
occupational health and safety authorities. The computations were performed using
R.

2. Literature Review

In accordance with the Polish Classification of Activities (PKD), which is the
national equivalent of the European NACE classification system, economic activity
is organised hierarchically. The fundamental principle behind this classification is
the assumption that different types of business activity are, by their very nature,
varied in terms of their operational characteristics, technological processes and
physical working conditions (Journal of Laws of 2007, no. 251, item 1885, as
amended; Official Journal of the European Union, 2006, L 393, p. 1, as amended).

Working environments are highly diverse; consequently, occupational risk profiles
cannot be generalised universally (Journal of Laws of 2007, no. 251, item 1885, as
amended; Official Journal of the European Union, 2006, L 393, p. 1, as amended).
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Consequently, it can be expected that risks and the distribution of occupational
accidents may vary across different sections and divisions. Literature confirms this
assumption; Roszko-Wojtowicz, Boczkowska and Niziotek (2023) identify a
company’s sector as a key determinant of OHS risks, while Pajecki (2020) notes that
working conditions inherently depend on the specific economic division.

Beyond case-specific accident investigations and research reliant on aggregated
national statistics, recent publications increasingly adopt more or less advanced
machine learning techniques. Moreover, country-level authorities — for example, in
Poland, state institutions such as the Statistics Poland (GUS) — provide valuable data
on the frequency and severity of accidents (Journal of Laws of 1995, no. 88, item
439, as amended).

However, these broadly aggregated statistics often mask the multidimensional
patterns of accident scenarios. Tixier et al. (2016) pointed out that injuries do not
occur randomly, but that there are certain patterns and trends that can be identified
using appropriate techniques when applied to adequately large datasets.

The resulting models can provide reliable forecasts of what might happen in the case
of an accident. Rivas et al. (2011) reported that studies using traditional statistical
methods may not always identify authentic cause-and-effect relationships in the
context of occupational accidents. Furthermore, existing publications are most often
connected with a specific sector of the economy, for example: construction, mining,
and manufacturing.

Numerous publications in scientific databases focus on construction sector accidents.
Xu and Zou (2021) used an 11-year dataset (23,574 observations) to identify certain
patterns and mechanisms leading to accidents, using, among other tools, association
rules.

Choi et al. (2020) set out to develop a predictive model capable of identifying
potential risks of fatal accidents on construction sites using machine learning:
logistic regression, decision trees, Random Forests, and AdaBoost. They used data
on workplace accidents comprising 137,323 cases and 2,846 fatalities, collected by
the Ministry of Employment and Labor of the Republic of Korea between 2011 and
2016.

Ayhan and Tokdemir (2020) developed a model for predicting the consequences of
construction incidents using latent class analysis and artificial neural networks, and
formulated a set of preventive measures as a result. Tixier et al. (2016) applied
machine learning methods, such as Random Forest and stochastic gradient tree
boosting, to predict injuries in the construction industry. In their calculations, the
authors used a raw dataset comprising 4,398 observations from a database
containing injury reports collected from contractors working in the industrial,
energy, infrastructure, and mining sectors globally.
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Beyond construction, extensive research focuses on accidents in other high-risk
sectors using diverse methodologies. Nowakowska and Pajecki (2024) explored the
issue of identifying selected occupational safety hazards in Polish wood processing
enterprises. Using a dataset comprising 13,750 individual records and a latent class
analysis, they developed models separately for smaller and larger enterprises. They
showed that employees of smaller companies are at greater risk of more serious
injuries as a result of occupational accidents than employees of larger companies,
and that work with machinery is particularly hazardous.

Mulugeta, Tefera and Gezu (2020) conducted a study on non-fatal accidents in
woodworking enterprises in FEthiopia. They used a questionnaire to collect
information from 634 workers; in particular, they used logistic regression in their
calculations. The authors advocate for targeted interventions aimed at enhancing
employee safety.

Rivas et al. (2011) used data from 62 questionnaires completed by employees at two
Spanish companies — one in the mining sector and the other in the construction
sector — in their research. They applied data mining techniques such as bayesian
networks, decision rules, support vector machines and classification trees to identify
the underlying factors behind accidents and incidents.

The study by Fuentes-Bargues et al. (2025) is particularly relevant to this research; it
analyses the evolution of accidents in the Spanish metal products manufacturing
subsector for construction between 2009 and 2022. The study discusses severity and
the main factors, using fuzzy cluster analysis. The data were sourced from reports on
workplace accidents. It was noted that the first four hours of the working day, meal
breaks and the "Monday effect" are particularly hazardous. The highest fatality rates
are caused by accidents involving people, slips and losing control of machinery.

Khairuddin et al. (2022) highlighted that machine learning methods have increasing
potential for application in the field of occupational health and safety. According to
the authors, predicting the severity of workplace injuries should be a priority for all
industry sectors. They analysed a publicly available OSHA database containing
66,405 records of workplace injuries, using five types of machine learning
approaches: decision tree, Random Forest, support vector machines (SVM), k-
nearest neighbours (k-NN), and the naive Bayes. The Random Forest, as an
ensemble learning technique, achieved the highest accuracy. The three key variables
identified were: nature of injury, type of event and affected body part.

Research by Tuganishuri et al. (2023), which analysed the severity of workplace
accidents in South Korea’s industrial sector, utilised Random Forest algorithms as
well as logistic and polynomial regression models to identify hidden relationships
between the victim’s status and environmental variables. The authors emphasised
that the majority of accidents involve workers with very little work experience.
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Despite various techniques and sectors explored in the literature, there is a distinct
lack of comprehensive studies applying advanced data mining techniques to large,
disaggregated datasets in the fabricated metal products sector (division 25) within
the national context. Therefore, applying machine learning models to raw, unit-level
historical data addresses a significant research gap that this paper aims to fill.

3. Methodology and Datasets

In Poland, the national data authority, Statistics Poland (GUS), provides valuable
data on the frequency and severity of accidents, but only publishes broadly
aggregated statistics. It collects data from national statistical accident cards, which
must be completed by authorised personnel following each accident; every card
contains information about individual victims, described using a wide range of
characteristics (Journal of Laws of 1995, no. 88, item 439, as amended; Journal of
Laws of 2022, item 2750, as amended).

To comprehensively tackle the research problem, this study employs a two-stage
analytical approach, utilising both aggregated macro-level statistics and
disaggregated unit-level data. In the first stage, macro-level statistics provided by the
Statistics Poland were used to present a general overview of accident trends in the
relevant division 25 of section C (manufacture of fabricated metal products, except
machinery and equipment, in accordance with PKD/NACE) at national level.

While macro-level aggregated statistics provide a comprehensive overview of
general accident trends across industrial sectors, they inherently distort the
multidimensional dynamics and complex interactions governing individual
incidents. To overcome these limitations, in the second stage the analytical
framework focuses on detailed data concerning disaggregated, unit-level records.

Analysing individual records of workplace accident victims enables an in-depth
examination of the hidden relationships linking victim characteristics, environmental
conditions, and the precise sequence of the accident — insights that standard
statistical summaries cannot capture.

In order to understand the scale of occupational risks in the division 25 of section C,
a macro-level dataset was developed using annual reports published by Statistics
Poland covering the period from 2008 to 2024 (Statistics Poland, 2009-2025). The
following key variables were extracted for the analysis:

» Occupational accidents — the total number of persons who were injured in
accidents at work (e.g. 3018 in 2024).

» Fatal accidents — the number of persons who sustained injuries resulting in
death within a specified period (up to 6 months following the accident) (e.g.
6 in 2024).

» Serious accidents — the number of persons who sustained severe bodily
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harm, such as loss of sight, hearing, speech, reproductive ability, or other
permanent health impairments (e.g. 26 in 2024).

» Total accident rate (often called the incidence rate in official statistics) — the
total number of persons injured in occupational accidents per 1,000 persons
employed (e.g. 8.12 in 2024).

» Fatal accident rate — the number of persons fatally injured in occupational
accidents per 1,000 persons employed (e.g. 0.02 in 2024).

» Serious accident rate — the number of persons seriously injured in
occupational accidents per 1,000 persons employed (e.g. 0.07 in 2024).

» Days lost per person injured — the severity metric indicating the average
number of days of incapacity for work per single injured person (e.g. 46.30
in 2024).

In order to conduct predictive modelling in the second stage of the study, a
disaggregated (raw) dataset was obtained directly from Statistics Poland. This
dataset covers individual records of accident victims in division 25 of section C,
spanning a ten-year period from 2008 to 2017. Due to rigorous legal restrictions,
data protection regulations and rules on statistical confidentiality enforced by
national authorities, obtaining individual-level data for recent years involves
significant administrative obstacles.

Nevertheless, this extensive historical dataset provides a reliable and scientifically
robust basis for identifying systemic patterns. The data utilised in this study were
derived from the official Statistical Accident Cards, which are obligatorily reported
to Statistics Poland following any recognized occupational accident (Journal of
Laws of 2022, item 2750, as amended). To comply with privacy protection
standards, the provided dataset was rigorously anonymized and partially pre-
aggregated by the statistical authority.

Consequently, not all variables originally recorded in national accident statistics
reports were provided for the purposes of this study. Furthermore, the provided
features were delivered at a specific level of generalization; for example, certain
continuous variables or highly detailed characteristics were converted into broader
categorical groups.

To ensure the homogeneity and relevance of the data from an industrial perspective,
strict inclusion criteria were applied during the pre-processing stage. The analysis
was strictly limited to accidents occurring within the territory of Poland.
Furthermore, the scope was limited to incidents occurring specifically in industrial
production areas during active manufacturing and processing operations.

To focus on frontline workers exposed to direct physical hazards, administrative and
managerial staff were excluded; consequently the final sample consists exclusively
of manual workers, plant and machine operators, and individuals in elementary
industrial occupations. Any records containing important missing information were
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also systematically removed. The final, pre-processed dataset comprises exactly
28,082 verified records; it contains 11 categorical features and 1 categorical target
variable. A comprehensive description of all the variables included in the research
dataset, along with their specific categories and structural overview, is presented in

Table 1.

Table 1. Characteristics of the final research dataset.

\Variable /
Category

Category description

No. (%)

ACT — Activity

erformed at the accident time

HAND

Handling of objects

6,362 (22.66%)

handling

MACH Operating machines 7,043 (25.08%)
MOVE On-scene presence — movement or presence 3,419 (12.18%)
OTH Other activities 382 (1.36%)

TOOL \Working with hand-held tools 5,711 (20.34%)
TRN 'Workplace transport — operating vehicles or manual  [5,165 (18.39%)

AGE — Casualty age

U24 Under 24 years old 4,681 (16.67%)
25-34 25-34 years old 9,063 (32.27%)
35-44 35-44 years old 6,205 (22.10%)
45-54 45-54 years old 5,126 (18.25%)
054 Over 54 years old 3,007 (10.71%)

CAU — Main accident cause

DEF Design flaws, or improper technical and ergonomic (3,142 (11.19%)
material factor solutions

HUM Human factors — improper actions or poor 14,848 (52.87%)

sychophysical condition

MIS Misuse or improper operation of the material agent 4,895 (17.43%)

ORG Poor workplace organisation or employee failure to 4,486 (15.97%)
use protective equipment

OTH Other causes 711 (2.53%)

GEN — Gender

F Female 2,004 (7.14%)

M Male 26,078 (92.86%)

HRS — Hours worked before accident

U4 [Under 4 hours 13,160 (46.86%)
4-7 4-7 hours 13,773 (49.05%)
07 Over 7 hours 1,149 (4.09%)

IMAT — Material factor as injury source

BLDG Buildings, structures and surfaces 2,146 (7.64%)
MACH Machinery and equipment 6,838 (24.35%)
OTH Other factors 2,955 (10.52%)
IPROD Materials, objects, and machine parts 11,916 (42.43%)
TOOL Hand tools (powered and non-powered) 4,227 (15.05%)
IMON — Month of the accident (aggregated into quarters)

Q1

|First quarter

16,960 (24.78%)




Michat Pajecki

449
Q2 Second quarter 7,196 (25.62%)
Q3 Third quarter 7,400 (26.35%)
Q4 Fourth quarter 6,526 (23.24%)

OCC — Occupation

OPER

Plant and machine operators, and assemblers

6,446 (22.95%)

'WORK

Industrial workers, craftspeople, and elementary
occupations

21,636 (77.05%)

SEN — Enterprise job seniority

ius [Under 5 years 18,341 (65.31%)
6-10 6-10 years 4,481 (15.96%)
010 Over 10 years 5,260 (18.73%)

SIZE — Company size

LRG

Medium and large enterprises (50 or more employees)

22,723 (80.92%)

SML Micro and small enterprises (up to 49 employees)
TIM — Accident time / Shift

5,359 (19.08%)

SH1 INight and early morning hours (00:00-07:59) 4,496 (16.01%)
SH2 Morning and afternoon hours (08:00-15:59) 16,889 (60.14%)
SH3 Evening and late night hours (16:00-23:59) 6,697 (23.85%)

SEV — Casualty injury severity (target variable)

IMINOR |Accident resulting in temporary inability to work for (15,917 (56.68%)
less than 30 days
SERIOUS IAccident resulting in severe, fatal, or an inability to 12,165 (43.32%)

work for 30 days or more
Source: Author's own work based on data provided by Statistics Poland.

The next stage of the study was to select an appropriate analytical technique.
Although the modern world of machine learning offers a wide range of diverse
classification algorithms, the Random Forest technique was used. Choosing the right
algorithm, taking into account the nature of the data and the aim of the research, is
always crucial (Nowakowska, Beben, and Pajecki, 2020).

The Random Forest algorithm, an ensemble learning method proposed by Breiman
(2001), creates multiple decision trees ("forest") during the training phase. For
classification tasks, it generates a final output based on the majority vote of the
individual trees.

This approach, using bootstrap aggregation (bagging) in connection with random
feature selection at each node split, makes the algorithm exceptionally resistant to
overfitting, which can be a common trap when modelling noisy, real-world accident
records (Lantz, 2023; Nwanganga, and Chapple, 2020; Probst, Wright, and
Boulesteix, 2019). Furthermore, Khairuddin et al. (2022) proved that this technique
is suitable for predicting the severity of workplace injuries.

However, implementing the Random Forest algorithm (Breiman, 2001) was not a
straightforward, single-step process. In the early stages of this study, a series of
preliminary experiments were carried out to assess the algorithm’s basic predictive
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capabilities on the collected dataset. These initial tests identified a significant
operational issue: even though the algorithm achieved high overall accuracy and
successfully predicted incidents with minor consequences, it exhibited a dangerous
tendency to misclassify serious incidents.

In the context of OHS, such algorithmic deviation is unacceptable, because
underestimating a serious risk involves considerably higher human and financial
costs than overestimating a risk of minor significance. To tackle this problem and
identify the most effective predictive model architecture, the range of the study was
expanded to create and evaluate three independent Random Forest models. Each of
these represents a different approach to managing class imbalance in categorical
data:

» Model 1 (Baseline) — trained on the raw, unadjusted dataset, keeping its
natural empirical distribution (56.68% MINOR vs. 43.32% SERIOUS). It
serves as a fundamental reference point, showing how a standard Random
Forest algorithm behaves without any external intervention.

» Model 2 (Cost-Sensitive) — incorporates a customised cost matrix via class
weights. By assigning a higher mathematical weight (1.308) to the minority
class (SERIOUS), this model forces decision trees to prioritise the correct
identification of serious accidents, imposing a significantly higher penalty
for their misclassification.

» Model 3 (SMOTEN) — utilises the Synthetic Minority Over-sampling
Technique for Nominal variables (SMOTEN) (Chawla et al., 2002). This
pre-processing stage synthetically balances the class distribution during the
cross-validation resampling phase. Unlike standard resampling methods, this
technique mathematically establishes an exact 50:50 ratio.

All three models were trained and evaluated under strictly identical conditions. The
basic architecture of the Random Forest for each model was uniformly set to
generate 800 decision trees, and the training process was carried out using 10-fold
cross-validation.

Furthermore, a systematic hyperparameter grid search was conducted to maximise
the diagnostic capabilities of each architecture. A customised tuning grid was
established to evaluate a wide combination of the core structural parameters: the
number of randomly selected predictors at each node split (mtry, tested across values
of 2, 3, 4, 6, and 11) and the minimum size of terminal nodes (nodesize, evaluated
for candidates of 1, 20, 50, 100, and 200).

Controlling the leaf constraints was particularly vital for filtering out the dense
categorical noise characteristic of public registries. The models were fine-tuned to
maximise the area under the receiver operating characteristic (AUC-ROC) curve,
ensuring that the hyperparameter selection favoured the optimal separation between
severe and minor accident classes (Lantz, 2023; Nwanganga, and Chapple, 2020;
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Probst, Wright, and Boulesteix, 2019).

Furthermore, to gain in-depth insight into the internal decision-making mechanisms
of the trained tree ensembles, a feature importance collection was extracted for each
of the three optimal models (Breiman, 2001; Louppe et al., 2013). It was conducted
using a scaled mean decrease Gini measure (Han, Guo, and Yu, 2016), normalized to
a relative scale of 0-100.

The optimal model was also converted into an interpretable representation using the
Explainable Al (XAI) methodology — the global surrogate tree was constructed
(Zhang, and Zhong, 2025). This final analytical step effectively compressed the
multidimensional intelligence of the Random Forest into an empirical, highly
transparent set of conditional rules, bridging the gap between complex machine
learning results and an interpretable, practical decision-making process in the field
of OHS.

Since predictive models in real-world situations are, by their very nature, affected by
classification errors, evaluating their effectiveness requires an in-depth analysis. In
the area of OHS, understanding the specific nature of these errors and their
operational consequences is crucial.

The primary tool for assessing the predictive effectiveness of the models'
classification behaviour is a tailored confusion matrix. It divides predictions into 4
distinct operational outcomes: true positives (TP) and true negatives (TN),
representing correct classifications, and false positives (FP) and false negatives
(FN), representing classification errors. Based on this matrix, the performance of the
three models was evaluated using selected metrics, including (Lantz, 2023;
Nwanganga, and Chapple, 2020):

» Accuracy — measures the proportion of all correctly classified cases (both
serious and minor accidents) relative to the total number of assessed cases,
serving as the most basic performance measure.

» Sensitivity (True Positive Rate) — measures the proportion of actual serious
accidents that were correctly identified by the model, which is a key priority
in safety-critical systems.

» Specificity (True Negative Rate) — measures the proportion of minor
accidents correctly classified, indicating the model's ability to avoid false
alarms.

» Balanced Accuracy — a reliable metric that calculates the arithmetic mean of
Sensitivity and Specificity, providing a consistent performance measure even
when the dataset is highly imbalanced.

4. Research Results and Discussion

To determine the national background of occupational safety within the division 25
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of section C (manufacture of fabricated metal products, except machinery and
equipment, in accordance with PKD/NACE), longitudinal data covering the period
from 2008 to 2024 was analysed. Figure 1 illustrates the multi-year dynamics of
absolute accident figures, selected accident rates, and days lost per person injured
alongside their statistical dispersion through integrated box-plot distributions.

Figure 1. Occupational accidents, accident rates and days lost in fabricated metal
manufacturing.
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Source: Author's own work based on data provided by Statistics Poland (2009-2025).

As observed in the macro-level data, the absolute number of occupational accidents
and the total accident rate show an overall declining trend during the analysed
period, which reflects systemic improvements in workplace safety as well as the
progressive modernisation and automation of machinery in Polish manufacturing
companies over the past few years.

The total number of accidents fell significantly from over 5,500 in 2008 (although
that year was an exceptional outlier) to approximately 3,000 in 2024. Accordingly,
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the total accident rate more than halved, decreasing from a peak of 20 to
approximately 8 incidents per 1,000 employees. A more varied declining trend is
visible in the highest-risk categories: serious accidents and fatal accidents.

As shown by their respective box plots, these rates are characterized by significant
statistical variation and year-over-year fluctuations. Nevertheless, a decreasing trend
in the serious accident rate is evident (from over 0.20 to below 0.10). The situation is
similar for fatal accidents, although there is an anomaly in 2009 (no fatal accidents)
and 2015 (the highest number).

On the other hand, the number of days lost per person injured remains stubbornly
resistant to any downward trend, oscillating consistently between 41 and 46 days
(with a median of 43 days). In recent years (2020-2024), this indicator has even
shown a slight increasing trend. This constitutes a strong contrast to the rates
mentioned above.

This phenomenon reveals a critical reality of modern heavy industry: while basic
safety protocols and automation have effectively eliminated the majority of minor,
routine injuries, the remaining accidents that do occur are generally more complex
and more severe in terms of their physical consequences.

This is supported by recent literature (Arana-Landin et al., 2023), which indicates
that the use of modern technologies leads to a reduction in OHS risks. This
persistent severity at the macro level clearly confirms the need for further analysis at
the micro level using machine learning. To further improve workplace safety,
managers must look beyond general frequency statistics and use predictive
algorithms to identify specific combinations of micro-factors that lead to high-
severity incidents, which is consistent with the recommendations of Tixier et al.
(2016).

The next step involves working with disaggregated, anonymous raw data (Table 1)
in order to identify the specific nature of risks in the selected division. The scope of
the utilised data is determined by the information provided by the data owner and is
similar to that applied in comparable studies (Nowakowska, and Pajecki, 2024;
Nowakowska, and Pajecki, 2021). With regard to the dependent variable
representing the severity of victims’ injuries (SEV), preliminary tests were carried
out using a three-class distribution.

However, this did not yield the expected results, and the dataset was highly
imbalanced; in order to eliminate the noise associated with the specific nature of
workplace accidents, this variable was ultimately binarised. The final distribution is
moderately imbalanced. This binary stratification not only establishes a more robust
and clear-cut boundary for classification algorithms, but also highlights the need to
use evaluation metrics that are robust to class imbalance, such as the area under the
ROC curve, in the further assessment of algorithms.
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Before evaluating the final predictive capabilities of the three Random Forest
architectures (described in the section above), a systematic hyperparameter tuning
process was executed to ensure optimal model configuration. Figure 2 shows the
results of the grid search evaluated using 10-fold cross-validation; the graph presents
the area under the ROC curve (AUC-ROC) as a function of the number of randomly
selected predictors for each node split (m#ry) and the minimum terminal node size
(nodesize).

Figure 2. Hyperparameter tuning grid search across models.
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Source: Author's own work.

Figure 2 shows a consistent trend across all three models: predictive performance
(AUC) generally decreases as the miry parameter increases beyond its lower
thresholds, especially when combined with very restrictive leaf constraints (e.g.,
nodesize = 1). By maximising the AUC-ROC metric, the most effective
configurations were identified: for Model 1 (Baseline) and Model 3 (SMOTEN), the
optimal subspace was obtained at mtry = 2. For Model 2 (Cost-Sensitive), a slightly
broader feature selection at mtry = 3 resulted in the highest predictive performance.

At the same time, a common preference for strong regularization was observed
across all architectures; the highest considered value of nodesize (200) consistently
delivered the highest ROC-AUC scores. Ultimately, these finely tuned parameters
effectively filtered out categorical noise without underfitting the complex physical
realities of the accident data. According to (Probst, Wright, and Boulesteix, 2019), it
has been confirmed that hyperparameter tuning improves the performance of the
Random Forest model.

After determining the optimal hyperparameters, the three Random Forest
architectures were fully trained on 19,658 instances of the training dataset. However,
the ultimate verification of any predictive system in the field of OHS depends on its
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ability to accurately generalise results to completely unknown scenarios. Therefore,
the next important step was to evaluate these three final models on an independent,
separate test dataset comprising 8,424 cases. Although the primary objective of this
research is to effectively predict accident severity and derive practical safety
guidelines, assessing how the Baseline, Cost-Sensitive and SMOTEN models
perform on this unseen data is an essential methodological requirement for
identifying the most reliable architecture. The summary of their predictive
performance is presented in Table 2.

Table 2. Comparative evaluation of the final Random Forest models.

Model Balancing Accurac P-Value Balanced | Sensitivity Specificity
Architecture | Strategy ¥ (Ace > NIR) | Accuracy | (SERIOUS) (MINOR)
Mode 1 None 0.6140 | <0.001 0.5848 0.3664 0.8031
(Baseline)
Model 2 Class
(Cost- . 0.5596 09118 0.5856 0.7802 0.3910

. . weights
Sensitive)
Model 3
(SMOTEN) SMOTEN | 0.6021 <0.001 0.6011 0.5939 0.6084

Source: Author's own work.

The obtained results perfectly illustrate a certain accuracy paradox in areas related to
occupational health and safety. Model 1 (Baseline) achieved the highest overall
accuracy (0.6140) with statistical significance (p < 0.001). However, this was
accomplished by strongly favouring the majority class (MINOR), which resulted in
excellent specificity (0.8031) but critically low sensitivity (0.3664).

From an occupational health and safety perspective, Model 1 is practically useless,
because it fails to detect over 63% of serious accidents. In order to counteract this, a
cost penalty for misclassifying serious incidents was introduced in Model 2 (Cost-
Sensitive). As expected, this intervention effectively raised the sensitivity to 0.7802;
however, specificity fell significantly, reaching a value of 0.3910. This also resulted
in a decrease in overall accuracy (0.5596), with the p-value indicating no statistical
significance (0.9118).

Ultimately, Model 3 (SMOTEN) proved to be the most reliable architecture.
Synthetically balancing the data prior to training resulted in an overall accuracy of
0.6021 (p-value < 0.001), with the balanced accuracy (0.6011) reaching the highest
value among all models. It provides a highly stable, balanced compromise between
identifying serious incidents (sensitivity = 0.5939) and avoiding false alarms
(specificity = 0.6084). According to the study by Khairuddin ef al. (2022), it appears
that the Random Forest algorithm was the appropriate choice for the dataset on
victims of occupational accidents. However, unlike that analysis, this research shows
that, without synthetic balancing (SMOTEN), achieving high accuracy simply masks
a critical inability to predict rare, serious events.
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Although identifying optimal models is a vital step in this study, it is not sufficient
from a practical point of view in terms of occupational health and safety. To move
from theoretical predictions based on machine learning to practical preventive
measures, it is essential to understand the internal logic of the models and to identify
the key features that determine the severity of accidents. Consequently, the next
stage of the analysis focused on identifying the relative importance of features from
the trained Random Forest ensembles.

Figure 3. Relative feature importance across evaluated models.
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Source: Author's own work.

Figure 3 illustrates the hierarchy of predictor variables (ordered descending by
Model 3) based on the scaled mean decrease Gini metric; this diagnostic process was
conducted comparatively across all three models. As shown in Figure 3, despite
structural differences in the way that individual models deal with class imbalances,
the internal hierarchy of the most important risk factors is very consistent and
similar. This stability provides strong proof that the mathematical transformations of
the data did not change the fundamental characteristics of occupational hazards in
the considered division 25 of section C.

In all three evaluated models, three specific variables proved to be the dominant
predictors of accident severity: casualty age (AGE), material factor as injury source
(MAT) and activity performed at the accident time (ACT). The dominance of the
victim's age as the primary predictor across all models highlights the critical role of
demographic and experiential factors in mitigating severe workplace hazards. A high
ranking for the material factor and the specific activity also emphasises that serious
injuries in the metal manufacturing sector are closely linked to direct physical
interaction between workers and heavy production equipment, machine parts or raw
materials.
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Main accident cause (CAU) consistently ranked fourth. Minor differences between
the models are only apparent at the very bottom of the ranking. For example,
variables such as company size (SIZE), the victim’s gender (GEN) and hours
worked before accident (HRS) have a limited impact on overall predictive power.
This suggests that serious incidents are mainly caused by the direct physical
conditions of the task. In contrast to the study by Tuganishuri ef al. (2023), in which
enterprise job seniority proved to be a significant factor, here the victim’s age is the
absolute dominant factor.

However, this confirms the key role played by the victim’s demographic status and
experience in determining the severity of the incident. Furthermore, the significant
influence of the material factor, particularly when working with machinery, is
confirmed by the findings of Fuentes-Bargues et al. (2025) regarding the Spanish
metal products sector and Nowakowska and Pajecki (2024) on the Polish wood
processing sector.

Although a few robust Random Forest models have been developed, these results
have yet to be translated into practical management guidelines. Using XAl
methodology, it is possible to simplify the multidimensional logic of a Random
Forest into a transparent decision-making structure, which is consistent with (Zhang
and Zhong, 2025). Figure 4 shows the global surrogate tree extracted from the
optimal Model 3 (SMOTEN).

Figure 4. Global surrogate tree — Model 3.

[AGE]
| | S|
U24,25-34 ’
35-44 45-54,054
| MAT | ACT
OTHPROD,TOOL ‘ OTHTOOL ‘
BLDG,MACH HAND ,MACH,MOVE,TRN
ACT MAT
HAND,OTH,TOOL,TRN OTH,PROD,TOOL OTH,TOOL
MACH,MOVE BLDG,MACH BLDG,MACH,PROD
CAU m
HUMMIS,OTH 35-44
DEF,ORG 45-54 054
D @ ab aP @ @GP @ B
96 .04 81 .19 A3 57 18 82 84 16 10 .90 65 .35 12 88 .08 .92
34% 4% 1% 9% 9% 1% 3% 4% 34%

Source: Author's own work.



Data-Driven Safety Management in the Manufacturing Industry: A National Case Study

458

of the Fabricated Metal Sector Using Machine Learning

The surrogate tree presented in Figure 4 visually confirms the results of the feature
importance analysis, where the AGE variable plays the role of the main root split
criterion. A detailed analysis of the hierarchical paths provides occupational health
and safety managers key with operational information, for example:

>

5.

High-risk profile (older staff in heavy environment) — the right-hand branch
of the tree clearly identifies older employees (aged 35 and over). If these
employees perform specific tasks (ACT = HAND, MACH, MOVE, TRN)
and work in specific environments (MAT = BLDG, MACH, PROD), the
probability of a SERIOUS accident occurring reaches a critical level of
92%, accounting for 34% of the entire analysed dataset. This indicates an
immediate need for targeted ergonomic measures and machine safety
devices specifically designed for the needs of older, highly experienced
operators.

Lower-risk profile (younger workers with standard tools) — on the other
hand, the left branch shows that younger workers (under 34 years of age),
working with basic production materials and hand tools (MAT = OTH,
PROD, TOOL), are predominantly exposed to MINOR consequences (96%
probability, accounting for 34% of the dataset). This suggests that the
natural physical strength of younger age groups, together with the simpler
tools used, provides a highly safe working environment that requires only
standard safety supervision.

High context-related risk (younger employees performing unsafe tasks) —
demographic advantages can be fully eliminated by the physical
environment. The sub-branch on the left-hand side of the tree shows that
when younger workers are exposed to difficult physical conditions (MAT =
BLDG, MACH) and perform complex or dynamic tasks (ACT = MACH,
MOVE), the probability of a SERIOUS accident rises to 82% (9% of the
dataset). This presents that work complexity and material-related hazards
can completely override the lower baseline risk associated with younger
staff.

Reduced-risk profile (older workers in non-dynamic tasks) — the right-hand
side of the tree also reveals a safer case for older workers. When employees
aged 35 and over perform less dynamic, standard tasks (ACT = OTH,
TOOL) and handle basic materials or hand tools (MAT = OTH, PROD,
TOOL), the risk of a serious incident drops significantly; 84% of accidents
result in MINOR consequences (9% of the entire dataset). This confirms that
assigning older, experienced staff to less physically demanding, tool-based
tasks effectively reduces their exposure to serious injuries.

Conclusions, Proposals, Recommendations

This research applied a two-stage analytical approach, combining both aggregated
statistics at the macro level and disaggregated data at the individual level. The study
filled a significant research gap in the field of OHS management in the manufacture
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of fabricated metal products, except machinery and equipment area (division 25 of
section C according to PKD/NACE). The original scientific and practical
contributions of this work in the field of OHS include, in particular, the issues
below.

Based on an analysis of the available 17-year macro-level trend (2008-2024), this
study reveals an important structural discrepancy — the issue of incident severity.
While the absolute frequency and accident rates have fallen significantly, the
number of days lost per injured person has risen systematically, exceeding 46 days
in 2024. This trend highlights that occupational accidents, although less frequent, are
becoming increasingly serious and causing ever greater disruption.

The challenge was to develop a robust predictive model in the form of a Random
Forest capable of classifying the severity of workplace accidents in the considered
division. It was crucial to systematically tackle methodological issues related to an
imbalanced administrative dataset. It was shown that relying on standard machine
learning algorithm settings in safety-critical fields leads inevitably to the accuracy
paradox — a dangerous systematic error in the algorithms that ignores serious
incidents in preference of overall statistical accuracy.

Consequently, three independent Random Forest models were developed and
evaluated, each representing a different approach to dealing with class imbalance in
categorical data. Neither the baseline, unadjusted Random Forest model (Model 1)
nor the use of a customised cost matrix via class weights (Model 2) provided a
balanced operational compromise. Research has shown that data-level interventions,
specifically the SMOTEN algorithm (Model 3), constitute the most reliable
architecture in this case for analysing occupational health and safety data. By
balancing the nominal data before the training phase, this model proved to be
optimal and successfully maintained statistical significance. It offers a highly stable,
balanced compromise that identifies serious incidents whilst avoiding false alarms
(Balanced Accuracy = 0.6011).

The study found that, regardless of the modelling technique used, the following
variables are the absolutely dominant predictors of accident severity in division 25
of section C: casualty age (AGE), material factor as injury source (MAT), and
Activity performed at the accident time (ACT).

In each model, it was also important to systematically search the grid of selected
hyperparameters; this study showed that setting the minimum size of terminal nodes
to 200 effectively filtered out the dense categorical noise characteristic of public
registers. This modification enables the Random Forest algorithm to capture general
behavioural patterns, rather than leading to overfitting to micro-anomalies.

The added value of the research derives from the translation of unclear Random
Forest predictive models into practical guidelines for management staff, using XAI
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technology. The extraction of a global surrogate tree bridges the gap between data
science and practical OHS management. Consequently, the following operational
recommendations are proposed for OHS decision-makers in the manufacturing
sector:

» Age-appropriate task assignment — older, experienced workers (aged 35 and
over) should be systematically redirected from dynamic tasks involving
heavy machinery and construction structures to less hazardous activities
carried out using hand tools, which significantly neutralises their
demographic vulnerability to serious injuries.

» Control of context-specific risks for younger workers — safety managers
must recognise that the natural physical resilience of younger workers is
completely negated when operating in heavy environments. Training and
active protective measures for younger workers assigned to dynamic
machine operation and structural movement must be intensified.

» Proactive change in occupational health and safety management —
organisations should move away from reactive accident reporting after
incidents have occurred to predictive safety management, using historical
data to continuously and dynamically assess the risk profile of particular
workstations.

Despite a rigorous methodology, this study faces limitations regarding machine
learning performance and data availability. Legal restrictions, statistical privacy
rules, and GDPR regulations enforced by national authorities severely restricted
access to individual, non-aggregated data, preventing the inclusion of more recent
years. The datasets were also initially aggregated and generalised to preserve
anonymity. As a result, continuous variables were converted into broad categorical
intervals, and certain information was not reported at all.

Furthermore, a significant methodological limitation stems from the specific
behaviour of algorithmic architectures when dealing with high-dimensional
categorical data. This phenomenon significantly increases the computation time,
especially in the case of deep architectures, forcing researchers to strike a balance
between the depth of the hyperparameter search space and hardware constraints.

In addition, even though the global surrogate tree offers unprecedented explanatory
power, by definition it is just a simplification of a multidimensional random forest
ensemble. The transition from 800 complex decision trees to a single set of rules
involves a certain degree of simplification.

Consequently, future research must take these limitations into consideration. From
an OHS perspective, it should focus on integrating data from various sources, with
the aim of linking national accident registers with social security databases or real-
time telemetry data from Internet of Things devices. This could enable models to
overcome the current information barrier, transforming broad severity categories



Michat Pajecki

461

into highly personalised, real-time safety interventions. On the other hand, the
performance of various machine learning algorithms in relation to occupational
accident data should be investigated, with attention also paid to adjusting their
hyperparameters. This also refers to continuing research into even more accurate
Random Forest models.
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